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ABSTRACT
Recommender system (RS) is an popular application of user modeling, which is a subdi-
vision of human-computer interaction (HCI). It presents a selection of items to the user
which best fit his or her needs. This paper first briefly introduces recommender systems by
investigating current methods and algorithms. Then it focuses on HCI in RSs, which cov-
ers the significance of HCI in the effectiveness of RSs, along with evaluation methods and
techniques. After reviewing existing experimental evaluation work, an reformative potential
user-centric evaluation paradigm for RS is proposed.

1 INTRODUCTION
Nowadays, the explosive growth and variety of information and services available on the In-
ternet recurrently overwhelm users. RSs have proven to be a beneficial way to deal with the
information overload problem. Information filtering system tries to predict the rating a user
would give to an item and then provides tailored suggestions for items to a particular user
for use. Recommender system is a subclass of information filtering system. It guides users
in a personalized way to items, based on their preferences and constraints. Preferences can
be either explicitly expressed or inferred by interpreting the user’s previous actions. RSs are
software tools and techniques for user interface. The core recommendation algorithm is usu-
ally customized to a specific type of items. This provides effective and useful recommenda-
tions to the user. RSs extract information to construct preference models, narrowing down
a large set of options, helping user to choose among a small set of recommended options,
and helping users to explore large space of options. For new users who lack the sufficient
experience of evaluating and choosing huge number of choices that a website may offer, RS
is really favorable.

1.1 Motivations of Recommender systems
For e-service provider: E-service providers want to employ this technology not only to in-
crease the number of items sold, but also sell more diverse items. Recommending what the
user really needed will increase the user satisfaction and user fidelity as well, which is also



what providers strive for. This is commonly reckoned as an effective way to obtain better
understanding of user’s demands.

For users: Users need an RS when they are faced with numerous alternatives to make deci-
sions on, especially if the RS effectively support their tasks and goals.

1.2 Property of Recommender systems
Properties of RSs are commonly taken into consideration when deciding which recommen-
dation technique to use for a specific application.

User preference: Run a user study to decide which algorithm to select based on weighted
user votes. Breaking the user preference down to small components also gives insight on
understanding the system and how to improve it.

Prediction Accuracy: The underlying prediction engine is usually measured offline because
it is independent of the user interface.

Coverage: Item space coverage and user space coverage.

Trust: Credibility of the system.

Novelty: The extent to which the system recommend new, inexperienced items.

Robustness: The stabililty of the recommender system in the presence of fake information
that is inserted on purpose.

Adaptivity: A RS should adapt to the rapidly changing item collections and interest trends,
as well as to changes in user preference and user profile.

Scalability: The ability of the RS to scale up and provide fast results among huge data sets.

Properties like these are concerns that need to be addressed when designing a RS, and are
highly related to the evaluation metrics for a RS.

2 BACKGROUND
2.1 Recommendation techniques
Till date, there are numerous RSs developed for various areas using different approaches.
Using a taxonomy provided by[1] which is the classic way of distinguishing between rec-
ommender systems, there are six different classes of recommondation approaches.

Content-based: A content-based recommendation system works based upon features of the
item and a profile of the user’s interests. It tends to recommend items that are similar to



those the user has liked in the past. The basic underlying process matches features of the
preferences in the stored profile of a user, with the features of a content object. The pro-
file is a structured representation of user preference built by analyzing documents of items
that are previously rated by a user. The matching result will be the user’s level of interest
in the item. Content-based information filtering system[2] usually consists of a content an-
alyzer which does pre-processing and feature extraction on unstructured information, a pro-
file learner which constructs user profile by generalizing the collected user preference data,
a filtering component which suggests relevant items providing relevance judgement. The ad-
vantages of this recommendation method include good user dependence, good transparency
of content features, and ability to recommend new item. However, the content analysis is
limited and serendipity problem occurs.

Collaborative filtering: A collaborative filtering system[3] exploits similarity in preference
for items among different users so that other users’ previous likes can be good items to rec-
ommend. This is known as "people-to-people correlation". Items whose content information
is unavailable or very different still can be recommended to users. The most popular meth-
ods of this kind are based on nearest-neighbors, also known as non-probabilistic algorithms.
In Nearest-neighbor methods, one can directly use user-item ratings in order to predict rat-
ings for a new item. User-based nearest-neighbor algorithms view similar users as neigh-
bors, while item-based algorithms predict based on similarities between items. These meth-
ods are intuitive and simple, very efficient in terms of computation, and have good stability.
The prediction result is easy to be justified. Other collaborative filtering methods are model-
based, also known as probabilistic algorithms, which train on collected ratings to learn a
predictive model and later uses that model to predict ratings for a new item.

Demographic: A demographic recommender system make recommendations based on de-
mographic classes and is very popular in marketing literature . These could be based on
users’ gender, education, language, country or age, instead of the content description or
knowledge of items.

Knowledge-based: A knowledge-based recommender system uses specific domain knowl-
edge to determine the level an item meets a user’s preference and needs, which is measured
using the similarity score computed by similarity function. Knowledge-based methods work
better than previous techniques in the initial stage of recommending, where other techniques
prone to cold start problem.

Community-based: A community-based recommender system is based on the preference of
the users community and friends. It models the social relation of a user and the preferences
of the user’s friends. Researches shows that compared with collaborative filtering methods,
community-based methods perform better only in recommending very controversial items
and for cold-start phase.



Hybrid recommender system: Hybrid RSs combine one or more techniques mentioned above
in order to mitigate the drawbacks of a single technique.

There are also other techniques based on the temporal contextual information to get bet-
ter personalized recommendation.[4] Commonly one can roughly classify recommendation
techniques into three main categories: Content-based, Collaborative Filtering and Hybrid
Recommendations.

2.2 Real-world applications
Entertainment: DVD rental provider Netflix shows predicted ratings for a specific user in
order to help the user to make their decision on which movie to rent.

E-commerce: Amazon provides average user ratings for a displayed book, as well as a list
of books that are bought by other users who buy this book.

A EXAMPLE OF E-COMMERCE

Services: Travel recommender system is typically introduced by a travel intermediary such
as Expedia.com in order to increase its turnover. A destination management organization,
such as Visitfinland.com could also exploit RSs in order to sell more hotel rooms, and in-
crease the number tourists to the destination. Microsoft presents a list of items for users to
download together when a user download some products.

Social: Content social media like Facebook, LinkedIn and others provide recommendation
of people in social network.



3 EVALUATION OF RECOMMENDER SYSTEMS
The process of evaluating a recommender system usually comes down to three types.

Offline experiments: Offline experiments uses existing pre-collected data sets and a protocol
that models user behavior to estimate recommendation performance measures. The assump-
tion is that user behaviors are similar between when the data was collected and when the
system is deployed. It is more feasible to conduct comparisons among different algorithms
with a low cost since offline method does not involve any real user. Data sets should be as
close as possible to what the recommender system are expected to face after deployed on-
line. Randomly sampled users and items is a good method for reducing data and cost of
experiments. It is not easy to correct biases in data set but there are existing techniques like
reweighing. User behavior simulation is based on historical user data with some of the in-
teractions hided. User selection can be done in temporal order, which involves changing the
data set before each recommendation. Alternatives are to either simply drop all items that
after a sampled time for a set of test users, or to drop items that are after a sampled time
for each user. A currently popular protocol in many research papers is to fix the number of
known items or the number of unknown items. More complicated user behavior modeling
is proposed in [5]. However, if you are interested in problems other than prediction power
of the recommendation algorithm, offline method might not be able to serve much. Typi-
cally we use offline experiments as a way to filter out approaches that do not deserve online
experiments or user study, which are more expensive.

Online Experiments: Online experiments run large scale experiments on a deployed system.
The performance of the recommender is evaluated based on real user who are unaware of
the experiments. It is a method that provides the strongest evidence as to the true value of
the system, and is the most trustworthy way to rank alternative systems. We usually single
out one aspect and leave the others fixed when conduct comparison experiments, randomly
sampling users for each alternative system. Since online experiments are conducted on de-
ployed system, tests can be risky when it affects profit issues in commercial applications.
Online evaluation is a comprehensive way to measure overall system goals and helps us
to see how system properties actually make influence to that goal. Significance testing on
the experiment results are needed in case that the good performance is a statistical mishap,
which means the algorithm only happens to be suitable to that specific experiment.

User study: Offline methods are attractive but it requires reliable and accurate user be-
havior modeling and simulation. Find a small set of user and ask them to perform a list of
tasks using the system and answer questions afterwards. Their behavior during performing
those tasks are observed and recorded. Questions are used to obtain unobservable infor-
mation like if the system is easy to use, or how the user enjoy the interface. These ques-
tions may be asked before, during or after the experiment. Real user interactions can help



to make more proper evaluation. The performance of the recommender is based on the real
user’s feedback. User study method allows us to test the behavior of users when interact-
ing with the recommender system, and the influence of the recommendations on user be-
havior. However, the set of subjects is inevitably limited and experiments are expensive to
conduct. The testing subjects should be as close as the real users of the system. Additional
pilot studies are needed in order to make sure the experiment results are obtained when the
system is well functioning. In order to get less biased experiment results, keep the subjects
unaware of the goal and details of the experiments. Between subjects method compares dif-
ferent subjects that are assigned to the same candidate method tasks. Within subjects method
have each subject test on different candidate method tasks.

3.1 Effectiveness of RS in perspective of HCI
It is no doubt that good and accurate recommendation core algorithm is essential to in-
spire trust in the recommender system. However, in the effectiveness of RS, HCI some-
times plays a more significant role than the quality of the recommendation algorithms. For
users who do not have enough experience and knowledge to make their own decisions, how
to make them to be able to evaluate and accept a proposed recommendation is a problem.
Users also would show more willingness to give more inputs to the system in return if the
recommendation were more effective to them.

Simply presenting the recommendation results is not sufficient. The recommendations should
speak for themselves. The way in which those items are presented, compared and explained
matters as well. Explanation is not always justifying why items have been recommended. In
the field of RS, it is more of making it clear whether the item is a good choice or not for
the user by giving detailed description of the qualities of the recommended item. Details
could be in the form of pictures, ratings, and reviews by other users, etc.

The essential goal of a RS is to convince users to try reading, buying, or watching the rec-
ommended items, and thus help them to make better choice. From this aspect, RSs can be
viewed as one of those tools that facilitate the process of making choice. As formulated in
[12], the psychology of everyday choice and decision-making is relevant to recommender
system research. The author showed a high-level overview of strategies for helping people
to make better choices.

A variety of factors influence the real effect of a RS including the user’s specific intent, per-
sonality, how much novelty they are seeking, the user’s context, etc. The credibility of RSs
is also important with regard to enhancing of recommendation acceptance. Keep the users
informed that the suggestion is from credible source.

To sum up, here are the design features that would make a recommender system be consid-
ered an effective one from a user’s perspective.



Accuracy: The core recommendation algorithm and result. The ability of pointing users to-
wards new, inexperienced items;

Transparency: It helps to let system logic and the working of the recommendation process
transparent to users;

Credibility: Whether the source of the suggestion is credible or not; Suggesting previously
experienced items would increase the user’s trust in the system recommendations for inex-
perienced items.

Explanation: Providing detailed information about the recommended items increases the
perceived usefulness of the recommendation;

Ease of use: Navigation and layout of the user interface through which the recommendations
are presented strongly correlate with ease of use and perceived usefulness;

Control: Provide ways to refine recommendations such as manual filtering and constraints,
and allow users to give the system feedback about the suggestion.

3.2 Evaluation metrics
Standard IR metrics: Popular evaluation measures for an information retrieval system in-
clude mean absolute error (MAE), precision, normalized discounted cumulative gain (NDCG).

User-centric metrics: The similarity of recommendation lists, recommendation serendip-
ity, and the importance of user needs and expectations in a recommender System. These
are well-proposed in [13] by McNee et al. Perceived usefulness and usability, level of satis-
faction of the recommendation, level of diversity in the recommendation lists are important
metrics as well.

3.3 Related work on evaluation methods
Kirsten S. and Rashmi S. conducted experiments that examine the quality of recommenda-
tions and usability of three Book RS (Amazon.com, RatingZone Sleeper) and three movie
RS (Amazon.com, MovieCritic, Reel.com) involving a total of 19 participants. Each par-
ticipants tested recommendations from 3 RSs or 3 friends. The dependent measures they
adopted was quality of recommendation metrics, overall satisfaction with recommendations
and with RS, and time measures. Percentage of good recommendations is the percentage of
recommended items that the user liked, which includes actual useful recommendation that
the user had not experienced, and non-useful recommendations that are previously liked by
the user. These "non-useful" recommendations are trust generating recommendations that
indexed users’ confidence in the RS.



Evaluating the effectiveness of explanation of the RS results plays a important role in help-
ing users make qualified decisions. Previous work compared different types of explanations
and proposed metrics measuring effectiveness that are different on three dimensions.

- Timing: After-consumption effectiveness takes into account the user’s opinion after expe-
riencing the item. Before-consumption effectiveness takes into account the user’s opinion
before experiencing the item.
- Items considered: Measure the effectiveness considering either all items or only top rec-
ommendations.
-Type of measurement: Effectiveness could be objective, i.e. measuring effectiveness directly
or perceived, i.e. the user’s perception of the system’s effectiveness.

Focusing on this aspect, Nava T. and Judith M. employed objective effectiveness measure-
ments and considered all items, using after-consumption effectiveness. The metrics used
to measure effectiveness are Rating1 - the user’s rating based on the explanation; The user
tries the item or not; Rating2 - the user re-rates the item. Participants were randomly al-
located to one of three conditions which differed in the type of explanations provided in a
between-subjects design. Layered evaluation framework that they used advocates that adap-
tations should be decomposed and assessed in layers to get effective evaluation.

Three types of explanations were used: a. Baseline: The explanation was neither personal-
ized, nor described item features. b. Non-personalized feature-based: The explanation de-
scribed item features, but the features were not tailored to the user. c. Personalized feature-
based: The explanation described item features, and tailored them to the user’s interests.

Dependence variables include Effectiveness and Satisfaction. The former was measured us-
ing the metric described above. Participants rated the items both before and after experienc-
ing them. The metric shows how the user’s valuation of the items changes. The latter was
measured through rating the explanations. Mixed linear effects models were fitted, with par-
ticipant as random factor and trial as repeated factor to analyze the results of effectiveness
and satisfaction.

Pearl P., Li C., Rong H. proposed a unifying evaluation framework called ResQue taking
into consideration the consistency and validity of the combined criteria. Their work were
based on usability-oriented research and models, and the validation adopted psychometric
techniques. Measurements include the qualities of the recommended items, the system’s us-
ability, usefulness, interface and interaction qualities, users’ satisfaction with the systems,
and the influence of these qualities on uses’ behavioral intentions. Behaviour intention is
their intention to purchase the products recommended to them and return to the system.
Their final model consists of 32 questions and fifteen constructs. The framework showed
good performance in assessing uses’ attitude and acceptance towards a RS.



3.4 Ideas on potential RS evaluation paradigm
Current theoretical methodology researches and experimental work, either standing from a
whole system point of view, or focusing on a specific aspect, all give us so many opportu-
nities to carefully integrate together different methods and metrics in order to construct a
reliable, comprehensive, accurate evaluation of the recommender system. Based on what I
have observed, a large portion of work can be simply classified into one of the three eval-
uation categories mentioned above. Kirsten S, and Rashmi S. were doing experiments on
real testing users; Nava T. and Judith M. were conducting experiments for a particular eval-
uation aspect but was on real testing users as well. Pearl P. et al deigned a questionnaire
framework more theoretically, also involving user study evaluation method. What they have
in common is that they all to some extent combined the online experiment and user study,
using metrics they chose and framework they designed on their own. When suggesting
a method that improves one or more of the properties of a RS, one should evaluate how
changes in this property affects the user experience.

My thoughts on this were to sketch a more integrated and comprehensive evaluation paradigm
for one recommender system, which could consist of three phases.
Pre-evaluation: Offline experiments can be arranged in this stage for the selection of algo-
rithms, as a lot of evaluation work already did. This reflects user preference on the algo-
rithm selection.
Online-evaluation: Run large scale experiments on the deployed system using blind test and
contrast experiment.
User-centric study: Use communication forms like questionnaires with diverse evaluation
metrics to get a evaluation score from the chosen testing users.
The final evaluation result can be a weighted value calculated from the scores of three phases,
in which the weight factors can be tuned by employing machine learning techniques.

4 CONCLUSION
In this paper I first briefly introduces recommender systems with the behind motivation and
propertoesd of RSs. Then different categories of methods and algorithms currently adopted
by RSs are investigated. Then it follows several real-world applications of RSs. I reviewed
general evaluation methods and metrics, stressed the role HCI played in the effectiveness of
a RS, and summarized several related work on recommender system evaluation. In the end
I came up with an idea on a reformative potential user-centric evaluation paradigm for RS
and gave a brief description.
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