
CS 4331 Program 1: Basic Performance Measurements Due: Fri., Sept. 28

The purpose of this assignment is to measure some basic performance characteristics of the pro-
cessors and interconnection network of the clustergilbert.cse. That cluster has about 20 nodes
(not counting the host node you log in to). Each node has 4 GB ofmemory and two processors with
two cores each. (Hyperthreading is not enabled. Do acat /proc/cpuinfo for more details about
the host, for example.) The network consists of an Infinibandswitch with one network interface
card in each node.

A simple example of an MPI “ping-pong” program that measuresnetwork latency and bandwidth
(of a single channel) was discussed in class and can be found on the course web page. (Also
see the raw output of that program included there.) The latency of 3µsec is given directly by the
measurements of “short” messages consisting of 1 or 2 doubles. The maximum bandwidth (in
bytes per second) measured in this experiment is computed bydividing the longest message length
(221) by the measured time of 0.002301 seconds, yielding about 911MB/sec. (Technically, we
should first subtract the latency from 0.002301, but that will not effect the most significant figures
of the result.)

Note that the message length used above comes from the last measurement for messages of length
262144= 218 times the length of adouble which, for this platform, is 8 bytes, yielding 221. While
simple, these kinds of calculations must be carefully thought out because a simple error, such as
forgetting that the messages being sent consisted ofdoubles, would throw the result off by a factor
of 8. Note also that the calculation done in the source code isalso delicate. For example, if we
forgot to divide the time by a factor of 2, representing both the “ping” and the “pong”, all our
subsequent results would be off by a factor of 2.

Write one or more programs that make the three sets of measurements described below.

1) Measure the amount of communication and computation that can be overlapped by using non-
blocking, rather than blocking, sends and receives. Restrict your measurements to two nodes.

For starters, add the following computational “kernel” to theTRIALS loop in the ping-pong code.

result += sqrt(a0[i]) * sqrt(a1[i]);

wherea0 anda1 are arrays just likeb0 andb1 in the ping-pong code. Compiled using the option
-O3, this kernel by itself takes about 1 millisecond for arrays of size 215. Remember to force an
access ofresult so that the optimizer cannot detect that the computation is useless.

Name your program with a unique identifier, such as your initials or userid. (Please do not name
your program “prog1”.) Compile using the commandmpicc -lm -O3 -o steve1 steve1.c,
for example. Run using the commandmpirun -np 2 ./steve1.

Also try running your code with the commandmpirun -np 2 -ppn 2 ./steve1. This causes
MPI to use two CPUs on the same node. (See theman page formpirun ongilbert.cse.)

For comparison, replace the blocking sends and receives with nonblocking sends and receives.



(Rather than create a second program, replicate the “length” loop and make the required changes
to the message passing operations. Then you can make all the measurements with a single run.)
Observe how the measured execution times change and explainthe reasons for the differences.

The ping-pong code contains examples of both blocking and nonblocking message passing. You
may start with that code and modify it as you see fit. (Recall that the preprocessor macroBLOCKING
can be defined at compile time by including the option-DBLOCKING in thempicc command.

2) Measure the actual bisection bandwidth of the network. Thisterm is defined theoretically in
the text as the aggregate bandwidth of the communication links that must be cut to divide the
network in half. But, since the Infiniband network topology behaves mostly like a crossbar switch,
it does not make much sense to talk about cutting communication links. To measure the actual
bisection bandwidth, design a program that determines how many pairs of nodes can concurrently
communicate with one another while maintaining the peak bandwidth measured in the ping-pong
test.

The code for this measurement does not do any computation. The basic design starts with the ping-
pong code and then adds pairs of nodes until the total (aggregate) measured bandwidth reaches a
plateau. That plateau is the bisection bandwidth. (Do not use the-ppn option formpirun in the
initial round of measurements.)

Also try using the-ppn 2 option formpirun. Make sure no pairs of communicating MPI processes
are on the same node. With the-ppn 2 option, MPI will place processes 0 and 1 on the same node,
2 and 3 on the same node,etc. Thus, choose pairs of process numbers that will not be assigned to
the same node.

3) The third measurement is computational scalability. This qualifies as an embarrassingly parallel
benchmark because no interprocess communication is involved. (See Chapter 3 of the textbook.) It
is safe to assume that computational work scales perfectly across nodes. The only issue to resolve
here is how much computational parallelism is available from the 4 cores on each node. Therefore,
you can make all measurements using only one node. Use the computational kernel from the first
benchmark and run it on one node with the options-np 1 -ppn k, wherek =1,2,3,4.

Additional notes:

Log in using the commandssh gilbert.cse. Change the initial password you were given as
soon as you log in.

Examine the MPI “machinefile” named.mpihosts that you should find in your home directory.
(If there is no such file, your instructor will tell you where to find a copy to put in your home
directory.) Scramble the lines of that file so that MPI will choose nodes in different orders for each
person in the class. This will help distribute node usage andreduce contention.

Always run each benchmark a few times to make sure you are getting consistent behavior. Anoma-
lously slow runs may be ignored under the assumption that there were other users running on some
of the same nodes.



Submit the following by the due date (4pm, Monday, October 1):

1) Email your source code tosteve@mtu.edu. If you have more than one source code file, make-
files, etc, send them as atar file, e.g.,
$ tar -cvf <destination file>.tar <source directory>

2) Write a report about each of the three sets of measurements, including appropriate graphs.
The course web page contains a quick introduction tognuplot, but you may use other graphing
software if you prefer. Include a copy of your source code with your report. Hand in hardcopy
only. Do not email the report to your instructor.


