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ABSTRACT
We present a model and protocol for anonymous credentials.
Rather than using deterrents to ensure non-transferability,
our model uses secure hardware with biometric authentica-
tion capabilities.

Using the model combining biometric authentication with
anonymous credentials in the wallet-with-observer architec-
ture proposed by Bleumer [4], we formalize the requirements
of an anonymous credential protocol. In doing so, we de-
fine what it means for a protocol to be strongly subliminal-
free, and show that any protocol meeting this new definition
can be used in a non-transferable anonymous credential sys-
tem. Our new definition improves upon subliminal-freeness
as used by Burmester et al [10], in that we restrict informa-
tion flow among parties even when one party detects that
others in the protocol are dishonest.

We describe a new protocol which is strongly subliminal-
free. We then extend this basic model in a modular way to
include the additional feature that the issuing authority may
revoke credentials via a single (broadcast) message. Finally,
we present a second protocol in the extended model.

Categories and Subject Descriptors
K.4.1 [Computers and Society]: Public Policy Issues—
privacy ; K.6.5 [Management of Computing and Infor-
mation Systems]: Security and Protection; C.3 [Computer
Systems Organization]: Special-Purpose and Application-
Based Systems

General Terms
Security, Theory, Algorithms

Keywords
Anonymous credentials, Biometrics, Non-transferability, Re-
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1. INTRODUCTION
Digital credentials are a convenient way to ensure that

a user possesses particular access rights in a system. In
the digital world, access points can be programmed to log
information about every user who enters a system. Once this
information is archived, it is possible to create a data profile
for each user in the system, tracking behavior patterns.

However, if users’ credentials may be easily mapped to
their actual identities, no user can be anonymous. In 1985,
Chaum [17] noted that anonymous credential systems can
help control which personal information is leaked about a
user. These systems allow users to display credentials in
such a way that no information about their identities can
be obtained from individual transactions or access logs.

When credentials are anonymous, though, there is an in-
herent danger that dishonest users may lend their credentials
to friends - that is, anonymous credentials are often trans-
ferable. Until recently, anonymous credential systems have
relied on deterrents to credential lending, by tying the cre-
dential to a valuable secret external to the credential system
itself, such as the user’s bank account password. In systems
where users hold multiple credentials from different organi-
zations, all of a user’s credentials might be tied together, so
that if the user elects to share one credential with his friend,
he is automatically giving the friend access to all of his cre-
dentials. However, one problem with this approach is that
often users are näıve about whom they choose to trust with
their personal information. Moreover, if the anonymous cre-
dentials are stolen rather than deliberately shared, the thief
will have access to a valuable secret, or all of the user’s other
credentials in the system.

Furthermore, while deterrents are useful in some systems,
some applications require a stronger guarantee of non-trans-
ferability. For example, suppose the United States govern-
ment issues anonymous credentials which prove that creden-
tial-bearers are U.S. citizens. Attackers may be willing to
spend significant resources to get such a credential, including
coercing an honest citizen to forfeit hers. Another potential
application is a frequent flyer credential which indicates that
one has passed a background check and does not need to go
through rigorous security screening at an airport. This is
another case where non-transferability is crucial. Upon pur-
chasing a ticket, a passenger needs to give his name to to the
airline, but the security checkpoint personnel need not know
the name of an individual who has passed the background
check. Individuals may feel that giving the government-
contracted airport security personnel their names each time
they fly will allow the government to track their movements,
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while they protect some of this information if they fly on
different airlines (assuming the airlines will not share this
information). Foodstamp distribution is another area which
could benefit from non-transferable anonymous credentials:
the stamps themselves could not be sold to other individuals,
while the purchases made by legitimate foodstamp holders
could not be tracked by the government. Finally, another
application is a credential certifying that a particular insur-
ance company will pay for an HIV test for its holder. Due to
the sensitive nature of the test, the user would like to remain
completely anonymous, but insurance companies would not
want the individuals they cover to share their coverage with
friends. In general, non-transferable anonymous credentials
could be useful in any application where non-transferability
is crucial, but users do not want any unnecessary informa-
tion collected about them by the party checking their cre-
dentials.

Biometric authentication is one way to confirm an individ-
ual user’s identity with a strong security guarantee. How-
ever, letting the organization that is checking credentials
scan a user’s biometric information directly does not allow
the user to remain anonymous. Therefore, Bleumer [4] sug-
gested a system which combines anonymous credentials with
biometric authentication. The model uses a variant of the
wallet-with-observer architecture proposed by Chaum and
Pedersen [19], where a user’s personal communication de-
vice (i.e., wallet) runs a local process (observer) which is
trusted to perform only legitimate operations by the organi-
zation who issued the credential. (This model is described
in more detail later.)

In the following, we continue along these lines, making
use of cryptography and secure hardware to achieve our
objectives. First, we formalize exactly what is required
of protocols which use biometric authentication for non-
transferable anonymous credentials (including the protocol
described in [4]). This includes defining the notion of a
strongly subliminal-free zero-knowledge proof of knowledge.
Then, we describe our own protocol, which provably meets
this definition and achieves the goals of a non-transferable
anonymous credential protocol. In a modular extension to
the basic model, we allow time to be broken into fixed time
periods (or sessions). Each session requires possession of a
different credential secret, which is delivered to the cards of
the credential-holders in a single public update message at
the beginning of that session. Furthermore, the authority
can revoke the credentials of a limited number of users by
not allowing them to recover the new session key from this
public update message. We then present a second protocol
which achieves security in this extended model.

1.1 Related Work
Chaum [17] introduced the idea of anonymous credentials

and pseudonym systems in 1985. Soon after, Chaum and
Evertse [18] presented the first anonymous credential sys-
tem, and other works have followed in this area (for example,
see [24, 21, 28]). Most recently, an efficient anonymous cre-
dential system allowing optional anonymity revocation was
proposed by Camenisch and Lysyanskaya [12], and later im-
proved [14] to include an efficient mechanism for revoking
credentials. A related concept is that of identity escrow
schemes [27, 13], where a user does not reveal his true iden-
tity to second individual, but gives the second individual
enough information that a trusted third party could deter-

mine the user’s identity if necessary.
In the related group signature setting [20, 22, 11, 16, 15,

1], all group members share a single public key. Any autho-
rized group member is able to create a signature for a doc-
ument under that public key, but the signature alone does
not reveal information about which user created it. When
necessary, say, if an abuse has occurred, the group manager
can determine a signer’s identity. More recent group sig-
nature schemes [9, 2, 30, 1] address the issue of removing
users from the group altogether (membership revocation),
in addition to anonymity revocation.

However, each of the anonymous credential, identity es-
crow, and group signature schemes mentioned above makes
use of cryptographic secret keys which can be transferred to
another users if desired. Camenisch and Lysyanskaya [12]
use clever mechanisms to deter users from sharing their cre-
dentials, such as relating the user’s secret credential key to
another personal secret (e.g., his bank account password).
(Note that this self-enforcement mechanism is an extension
of ideas originally introduced in [25].) However, in some
applications, deterrents alone may not be sufficient.

In a separate line of work, Chaum and Pedersen [19] in-
troduced the idea of wallets with trusted (tamper-resistant)
observer processes for consumer transaction systems. Later,
Cramer and Pedersen [23] amended this model so that, even
if the tamper-resistance of an observer is defeated, trace-
ability of users is still not possible. Brands [7, 8] extended
these concepts to off-line cash systems. These works are a
step in the right direction in terms of achieving true non-
transferability, as users cannot access the secrets inside their
tamper-proof observers, and hence cannot duplicate them
to share with friends. However, nothing prevents a user
from physically sharing his wallet-with-observer with some-
one else when he is not using it. This is not sufficient for
credential systems requiring complete non-transferability.

To address the non-transferability issue, Bleumer [4] sug-
gested a protocol which adds biometric authentication to the
wallet-with-observer model. His work is based on restrictive
blind signatures and divertible proofs, and allows credentials
to be issued to users under pseudonyms, so that they can ob-
tain additional credentials based on existing ones. However,
the protocol does not allow for credential revocation.

Finally, Burmester et al [10] have presented a definition
for subliminal-free zero-knowledge interactive proofs. These
proofs include three parties - a prover, a verifier, and a war-
den who acts as an intermediary. The warden’s job is to
detect when the prover and verifier from using the protocol
messages to send additional information. The definition we
present goes one step beyond their definition, requiring that
even if the warden detects cheating, only a limited amount
of information is leaked. Their definition provides no such
guarantee.

1.2 Our Contributions
We formalize requirements for an anonymous credential

system which uses biometric authentication in the wallet-
with-observer model. In doing so, we introduce a new defini-
tion capturing the desired requirements, and then introduce
a protocol meeting them.

Next, we extend the basic model to include the revocation
of credentials. Specifically, we consider fixed time periods,
or sessions, where different secret keys serve as credentials
during each session. The authority updates these secret keys
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via a single broadcast message at the beginning of each time
period. This message allows users whom the authority does
not wish to revoke from the system to compute new secret
keys, while not allowing revoked users to do so. Finally, we
describe a secure protocol for anonymous credentials with
credential revocation.

We stress that the capability for credential revocation may
be added in a modular way: credential revocation can be
added to any protocol fitting into the basic model. Further-
more, in addition to the protocol we describe, other proto-
cols may also be utilized in our framework: for example, the
Camenisch-Lysyanskaya protocol using dynamic accumula-
tors [14] can be combined with biometric authentication in
this revised model.

2. THE BASIC MODEL
In this section, we discuss the parties involved in non-

transferable anonymous credential system, and specify their
respective goals. We then elaborate on the wallet-with-
observer architecture, as extended to make credentials truly
non-transferable. Finally, we formalize the abilities of an
adversary attacking this model.

2.1 Parties and Goals
There are essentially two types of parties in the system:

the credential-issuing authority, and the users to whom cre-
dentials are granted. We list their respective goals below.
Authority’s Goal. The authority1 grants authorization, in
the form of credentials, to users. The authority wants only
the individuals it has authorized to pass particular check-
point stations (simply called stations, or verifiers). Note
that these stations may be administered by proxy agents
working for the authority, rather than the authority itself.
In this case, the authority and all of its proxy agents are
considered only one party, since they have the same goals.
Users’ Goal. An individual user is concerned with protect-
ing his or her privacy. He wants nothing about his identity
leaked without his knowledge when he visits a checkpoint
station. One bit known to the user may be leaked; if this
bit is not one, the user is alerted that the protocol has been
violated. (Intuitively, this bit is simply whether or not he is
authorized for access.)

2.2 Devices
In a credential system, if an authority distributes crypto-

graphic keys to a user as his entire credential, the user can
easily send these key values to anyone he wishes. As such,
the credentials in this type of system are always transferable.
(In [12], Camenisch and Lysyanskaya tied such keys to sensi-
tive personal information of the user, in order to deter such
sharing.) In order to prevent such transfer of credentials,
the model we formalize ties credentials to a biometric (a
uniquely identifiable physical human characteristic).

However, the authority cannot be allowed to read the
user’s biometric directly, in order to protect the user’s ano-
nymity. To solve this problem, we introduce a proxy agent
for the authority - a tamper-resistant smartcard - which
reads the user’s biometrics. This card is issued by the au-
thority, and is trusted to protect the authority’s interests. It

1In fact, some systems may have several different organi-
zations acting as credential-granters. Although we focus on
the case with a single authority, our system may be extended
to handle multiple credential-granting organizations.

serves as the credential itself, and stores cryptographic keys
in its tamper-resistant memory.

Finally, so that a user’s card does not send any infor-
mation about the user directly to the verifier (authority)
during the protocol, we need an intermediary device (called
a warden for historical reasons) which protects the user’s
anonymity. For example, this device might be a personal
digital assistant (PDA) contributed by the user.

The interaction of the above devices is similar to that in
Chaum and Pedersen’s wallet-with-observer architecture [19].
In their terminology, the PDA serves as the wallet, a device
trusted by the user to protect its interests. (In our model,
the PDA will be called a warden.) The tamper-resistant
smartcard, issued and trusted by the authority, is the ob-
server. The card and its bearer together play the role of the
prover. The card ensures that the warden cannot tamper
with (or even read) the cryptographic keys contained on it.
The warden, on the other hand, ensures that the prover does
not deviate from the specified protocol in such a way that
the verifier could learn extra information.

In the model described by Bleumer [4], the wallet-with-
observer architecture was extended to include biometric au-
thentication as follows. At the time a card is distributed to
a user by the authority, the user’s biometric data is loaded
onto the card, in tamper-resistant memory. Subsequently,
this data cannot be modified by the user. Later, the card,
before participating as a prover in any protocol with a war-
den or verifier, checks that the biometrics of the current
holder of the card match those stored inside it.

In our work, we formalize the wallet with biometric-veri-
fying-observer model of Bleumer. To do so, we make the
following assumptions about the devices described above:

1. The biometric function used is a one-to-one function
mapping users to strings, and it can be computed suf-
ficiently reliably.

2. Once a card is issued, the data on it cannot be altered
without destroying the card.2

3. Any card being used by an individual whose biometrics
do not match those with which the card was initialized
will fail to send or receive messages.

4. Any secret information stored on a card stays secret,
except for what can be learned about it through exe-
cutions of the specified protocol.

5. Once a warden begins interacting with a station, it
and any attached prover are isolated from the outside
world. That is, the verifier monitors to be sure that
no external communication (wireless or otherwise) is
occurring while the protocol is being executed. This
assumption is included to satisfy non-transferability:
if an attacker could present a dummy card which is
in radio contact with a legitimate card and user, the
legitimate card could supply the messages which would
allow the attacker’s dummy card to pass the protocol
as a prover.

2In the extended model where revocation is allowed, we relax
this assumption somewhat: the data may be altered only via
specified protocols.
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2.3 Attacks
Next, we discuss the ways an adversary could attack such

a system, and define what it means for an adversary to break
the security of the system.
Attacks against the authority’s goal. We assume an
attacker controls a group of individuals, each with biomet-
ric data. The attacker can perform the following three types
of steps. First, he may request to have a credential issued
to an individual group member. Second, he may initialize
an interaction between the verifier and any individual con-
trolled by the attacker using any card the attacker currently
possesses. During the protocol, the attacker may repeatedly
send a message to either the prover or the verifier (authen-
tication station) and get a response. Third, he may send
a message to any other card which the attacker possesses
and get a response. We allow an attacker to repeat these
steps, in any order, some number of times polynomial in the
length of some security parameter �, and say he succeeds if
a verifier accepts an individual who was never certified.
Attacks against the users’ goal. We assume that this
type of attacker controls a group of verifiers (stations), as
well as the card-issuing center (and hence all cards). The
attacker can perform the following two types of steps. First,
when a user requests a card from the card-issuing center,
the attacker will give her a card of his choosing, which may
or may not follow the specified protocol. Second, when a
(prover, warden) pair sends a message to a verifier, the at-
tacker generates the response, which may deviate from the
specified protocol. We allow an attacker to repeat these
steps, in any order, some number of times polynomial in the
length of security parameter �. We say the attacker suc-
ceeds if a particular user’s actions can be identified in any
way. Specifically, we allow an attacker to provide two lists
of m users who have been issued legitimate credentials. The
attacker succeeds if, at the end, he is able to identify (with
probability better than guessing) from which of the two lists
of users a particular m-transcript log was generated.

3. STRONG SUBLIMINAL-FREENESS
In this section, we define strongly subliminal-free zero-

knowledge proofs of knowledge. Our definitions differ from
the definition in [10] in that we restrict information flow
among the parties even when the warden detects cheating.

In the rest of this paper, we use the following notation.
The symbol ≈ indicates statistical indistinguishability. A
simulator S with oracle access to an algorithm A is indi-
cated by S(A). The symbol ◦ is an infix operator which
indicates the concatenation of outputs (usually of two sim-
ulators). When a simulator algorithm is run multiple times,
we assume that each time it is run, it uses fresh random-
ness. Finally, if some party P cannot be trusted to follow
the specified protocol honestly, we denote this fact with a ′;
for example, a possibly dishonest prover will be denoted P ′.

3.1 One-Round Protocols
We begin by giving a definition for a one-round protocol.

Definition 1. Let A = (P,W, V ) be an interactive proof
with warden which executes in a single round. For some
relation R, A is a strongly subliminal-free one-round
zero-knowledge proof of knowledge of an R-witness for
x if the following conditions hold:

1. Hardness. Given public information x, finding some
corresponding secret information y such that (x, y) ∈
R is intractable.

2. Completeness. If (x, y) ∈ R and A = (P,W,V ) is
made up of honest parties, then ProbA[V accepts] = 1.

3. Soundness. For all c, there exists an expected poly-
time extractor algorithm E(·) such that for any A′ =
(P ′,W ′, V ), if ProbA′ [V accepts] > 1

2
+ 1

kc , then

Probcoins of E[(x,E(P ′,W ′)(x)) ∈ R] > 1
2
.

4. Zero Knowledge Learned By W ′
. There exists an

expected poly-time simulator algorithm S(·) such that
for all W ′,

View1−rd
W ′ (P,W ′, V ) ≈ S(W ′).

5. Strong Subliminal-Freeness. Let the variable wd

indicate whether the warden detects cheating during
a particular protocol execution. Specifically, wd = 0
indicates that no cheating is detected, while wd = 1
indicates that the warden detected cheating. It is re-
quired that:

(a) For all c and P ′, there exists some p ∈ [0, 1] such
that for all V ′,

|p− Prob[wd = 1]| ≤ 1
kc .

(b) There exist three poly-time simulator algorithms

T (·), S(·)
a and S

(·)
b such that, for all P ′ and V ′,

[View1−rd
P ′ ,View1−rd

V ′ ]|wd=0 ≈ [T (P ′), S
(V ′)
a ], and

[View1−rd
P ′ ,View1−rd

V ′ ]|wd=1 ≈ [T (P ′), S
(V ′)
b ].

In condition 5 above, a single bit is leaked. Note that
P ′ could contain hidden instructions from the card-issuing
center, e.g., “Stop sending messages after 100 runs of the
protocol.” This seems to preclude perfect privacy for the
user, so we settle for one known bit being released. If all
parties follow the protocol, this bit is always one. Hence,
the first time the bit is not one, the user is alerted that the
authority is deviating from the protocol, and that the card’s
uses may be monitored. Together, the statements of condi-
tion 5 indicate that, during the interaction, P ′ learns no
information (this is the strong minimality property of [10]),
and that V ′ learns only one bit, no matter what it does -
this bit represents whether or not P ′ follows the protocol.

3.2 Multi-Round Protocols
Next, we give a definition for multi-round protocols, where

a single protocol round is repeated t times. When we wish to
indicate that a particular algorithm s(·) is run for k rounds,

we will write S
(·)
k−rds, as used in Condition 5 below.

Definition 2. Let A = (P,W,V ) be a t-round interactive
proof with warden. For some relation R, A is a strongly
subliminal-free multi-round zero-knowledge proof of
knowledge of an R-witness for x if the following conditions
hold:

1. Hardness. Given public information x, finding some
corresponding secret information y such that (x, y) ∈
R is intractable.
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2. Completeness. If (x, y) ∈ R and A = (P,W, V ) is
made up of honest parties, then ProbA[V accepts] = 1.

3. Soundness. For all c, there exists an expected poly-
time extractor algorithm E(·) such that for any A′ =
(P ′,W ′, V ), if ProbA′ [V accepts] > ( 1

2
)t + 1

kc , then

Probcoins of E[(x,E(P ′,W ′)(x)) ∈ R] > 1
2
.

4. Zero Knowledge Learned By W ′
. There exists an

expected poly-time simulator algorithm S(·) such that
for all W ′,

Viewt−rd
W ′ (P,W ′, V ) ≈ S(W ′).

5. Strong Subliminal-Freeness. Let the random vari-
able I indicate the first round of the protocol in which
the warden detects cheating during a particular pro-
tocol execution. Specifically, for i ∈ {1, 2, . . . , t}, we
set I = i if wd = 1 for the first time in round i. For
completeness, we let I = t + 1 in the case when no
cheating is detected after all t rounds are completed.
It is required that:

(a) For all c and P ′ and for each i ∈ {1, 2, . . . , t+1},
there exists pi ∈ [0, 1] such that for all V ′,

|pi − Prob[I = i]| ≤ 1
kc .

(b) There exist two poly-time simulator algorithms

T (·) and S(·) such that, for all P ′ and for all V ′,

[Viewt−rd
P ′ ,Viewt−rd

V ′ ]|I=i ≈ [T
(P ′)
i−rds(1

i), S
(V ′)
i−rds].

Note that Condition 5 above indicates that P ′ learns noth-
ing from the protocol execution, and V ′ learns at most
�lg(t+1)� bits - the bits representing the first round during
which P ′ does not follow the protocol.

Finally, we conclude the section with a theorem which
demonstrates that if each single round of the multi-round
protocol meets the definition of a strongly subliminal-free
one-round zero-knowledge proof of knowledge, then the en-
tire t-round protocol is itself strongly subliminal-free.

Theorem 1. Let A1 be a strongly subliminal-free one-
round zero-knowledge proof of knowledge of an R-witness for
x. For some positive integer t, let At be a t-round interative
proof with warden, where each of the t rounds is exactly A1.
Then At is a strongly subliminal-free t-round zero-knowledge
proof of knowledge of an R-withness for x.

Proof. The hardness and completeness of At follow im-
mediately from the hardness and completeness, respectively,
of A1. We now proceed to address the remaining conditions
in more detail.

Soundness. We need to prove that, for all ct, there ex-

ists an expected poly-time extractor algorithm E
(·)
t (·) such

that for any A′
t = (P ′

t ,W
′
t , Vt), if ProbA′

t
[Vt accepts] >

( 1
2
)t + 1

kct , then (x,E
(P ′

t ,W ′
t )

t−rd (x)) ∈ R with high probabil-
ity. We know that one round of the protocol satisfies its
soundness condition, namely, for all c1, there exists an ex-

pected poly-time extractor algorithm E
(·)
1 (x) such that for

any A′
1 = (P ′

1,W
′
1, V1), if ProbA′ [V1 accepts] > 1

2
+ 1

kc1 , then

(x,E
(P ′

1,W ′
1)

1 (x)) ∈ R with probability greater than 1
2
.

To prove the t-round soundness condition, then, we con-
struct an expected poly-time extractor E

(·)
t as follows:

E
(P ′

t ,W ′
t )

t (x)
Do forever:

Select i
R← {1, . . . t}

Run P ′
t and W ′

t interactively for i− 1 rounds,
generating Histi−1

If Vt accepts in each of the i− 1 rounds

then run E
(P ′

t(Histi−1),W ′
t (Histi−1))

1−rd (x),
await output y

If (x, y) ∈ R
then output y and halt

End if
End if

End do

Let Qj = Prob[Vt accepts in rounds 1 through j]. Since

Qt >
1
2

t
+ 1

kct and t is polynomial, then it must be the case
that, for some j ∈ {1, 2, . . . , t}, Qj is “more than its share”
greater than Qj−1; that is, Qj >

1
2
Qj−1 + j+1

2t
· 1

kct . Since
the round i in the extractor is selected randomly, we expect
to select i such that it equals j+1 after only t executions of
the loop. Furthermore, we can be sure that there is a round
in which Vt accepts in the first j − 1 rounds, because we

know that Qt >
1
2

t
+ 1

kct , and Vt can only accept in the first
t rounds if it accepted in each of the first j rounds, for any

0 ≤ j ≤ t− 1. So it must be the case that Qj−1 >
1
2

t
+ 1

kct .
Our next concern is that V1 accepts in this scenario with

probability polynomially greater than 1
2
, so that we can

count on E1 to output y′ such that (x, y′) ∈ R. We know
that, for any c1,

ProbP ′,W ′ [V1(Histi−1) accepts in the ith round |
Vt accepted in first i− 1 rounds ] > 1

2
+ 1

k2c1 .

Since no individual probability is greater than 1, it must be
the case that for polynomially many different (P ′,W ′) pairs,
the conditional probability above is greater than one-half
by a substantial amount. That is, for polynomially many
different pairs, the probability is greater than 1

2
+ 1

kc1 .
Since there are polynomially many (P ′,W ′) pairs on which

V1 would accept, and hence polynomially many pairs on
which E1 will output y′ such that (x, y′) ∈ R with proba-
bility > 1

2
, then we expect that E1 will find such a pair in

polynomial runs of the loop. The loop body runs in poly-
nomial time, so the algorithm Et will output y′ such that
(x, y′) ∈ R with probability > 1

2
, in expected polynomial

time.
Zero Knowledge Learned by W ′

t . We must prove that

there exists an expected poly-time simulator algorithm S
(·)
t

such that for all W ′
t , Viewt−rd

W ′
t

(Pt,W
′
t , Vt) ≈ S

(W ′
t )

t . From

the definition in the one-round case, we know that there

exists an expected poly-time simulator algorithm S
(·)
1 such

that for all W ′
1,

View1−rd
W ′

1
(P1,W

′
1, V1) ≈ S(W ′

1)
1 .

Thus, we can build the t-round simulator as follows:

S
(W ′

t )
t

Transcript Tr← ε
For i = 1, . . . t loop:

Tr← Tr ◦ S(W ′
t (Tr))

1

End for
Output Tr
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The simulator above outputs a concatenation of the view
of W ′ in each round, as output by the one-round simulator

S
(·)
1 . The claim follows from a standard hybrid argument,

which may be found in the full version of this paper [26].

Strong Subliminal-Freeness. Let HistP
′,V ′

t indicate
what a particular P ′ stores after actual t-round interac-

tions with some V ′. We let SimHistP
′

t indicate what P ′

stores after running simulator TP ′
(from the one-round def-

inition) consecutively t times with the ability to pass infor-
mation along between iterations. We now prove the follow-
ing lemma.

Lemma 1. For all integers t and verifiers V ′,

{HistP
′,V ′

t } ≈ {SimHistP
′

t }.

Proof. We first define a probabilistic function taking a
starting round, a number of rounds, and a presumed history
for previous rounds as input. The function SimHist(i +

1, 1, P resHisti) is defined to be TP ′
i+1(PresHisti) run 1 time.

We then use a hybrid argument. We define our hybrids as
follows:

Di = HistP
′,V ′

1 ; . . . ;HistP
′,V ′

i ;

PresHisti+1 = SimHist(i, 1, HistP
′,V ′

i ); . . . ;
PresHistt = SimHist(t, 1, P resHistt−1)

We next define function PHi,t(·) as follows:

PHi,t(PresHisti−1) = SimHist(t, 1, (SimHist(t−
1, . . . , SimHist(i, 1, P resHisti−1) . . .)))

PHi,t(·) is poly-time computable, since it is t−i+1 applica-
tions of the function SimHist, itself a poly-time computable
function. Two neighboring hybrids Di and Di+1 can then
be described as:

Di = Histi;Histi+1;PHi+2,t(Histi+1)

Di+1 = Histi;SimHist(i+ 1, 1,Histi);

PHi+2,t(SimHist(i+ 1, 1,Histi)).

However, since PHi+2,t is poly-time computable, if Di

is distinguishable from Di+1, then Histi;Histi+1 is distin-
guishable from Histi;SimHist(i+1, 1, Histi), contradicting
the strong minimality property for the 1-round setting, with
respect to prover P ′

i+1(Histi). Thus, each pair of neigh-
boring hybrids must be statistically indistinguishable, and,
since there are only polynomially many such pairs, we know
that D0 ≈ Dt.

Next, we use the lemma above to prove condition 5a,
namely that for all P ′

t , for each i ∈ {1, 2, . . . , t + 1}, some
probability pi exists such that, for all V ′

t , pi = Prob[I = i].
From the fact that A1 meets the one-round definition, we
know that for all SimHisti−1, for all P

′
1 = P ′

t (SimHisti−1),
there exists some p̂i such that for all V ′

1 ,

p̂i = Prob1−rd(P ′
1,W1,V ′

1)[wd = 1].

We know it is the case that p̂i = 0 whenever wd = 1 in
some round prior to i. Let pi = ExpSimHisti−1

[p̂i]. Since

we know that pi exists regardless of V ′, we could poten-
tially run W with a null verifier in round i using history
SimHisti−1 ≈ Histi−1 to learn whether wd = 1 in round
i. Checking the outcome for all possible provers P ′

1, would

determine pi exactly. Since the SimHisti−1 ≈ Histi−1

(statistical indistinguishability), it must be the case that
|pi − ExpHisti−1

[p̂i]| ≤ 1
kc , for any c.

Next, we wish to prove part (b) of the t-round condi-
tion. From the fact that A1 meets the one-round strong
subliminal-freeness condition, we know that three simula-

tors, S
(·)
a , S

(·)
b and T

(·)
1 , are guaranteed to exist. We use

these to provide two simulators, S
(·)
t and T

(·)
t , as follows.

St
(P ′

t)(1i)
Transcript Tr← ε
Repeat i− 1 times:

Tr← Tr ◦ (S(P ′
t )(Tr)

a )
End repeat
If i �= t+ 1

then Tr ← Tr ◦ (S(P ′
t)(Tr)

b )
Output Tr

Next, we describe the t-round version of the simulator
T (·), which simulates the view of the prover.

T
(V ′

t )
t

Transcript Tr← ε
For i = 1, . . . , t loop:

Tr← Tr ◦ (T (V ′
t (Tr))

1 )
End for
Output Tr

When we write SimHistP
′
(1, k, ε) or SimHistV

′
(1, k, ε),

respectively, we mean to run the above simulator St or Tt,
respectively, for k rounds (that is, we abort the simulator
after k runs of the loop, and output the current value of Tr),
starting at round 1 with presumed history ε. Moving on, we
state the following lemma.

Lemma 2. For all P ′ and V ′, and any 1 ≤ k ≤ t+ 1,

(HistP
′

k ,HistV
′

k )|I>k ≈
(SimHist(P

′)(1, k, ε), SimHist(V
′)(1, k, ε)).

Proof. To prove this lemma, we use a hybrid argument.
We define hybrids D0, . . . , Di, where:

D�= (HistP
′

1 ,Hist
V ′
1 ) ◦ . . . ◦ (HistP

′
�−1,Hist

V ′
�−1) ◦

(PresHistP
′

� , P resHist
V ′
� ) ◦ . . . ◦

(PresHistP
′

i−1, P resHist
V ′
i−1,

where we define:

PresHistP
′

� = SimHistP
′
(�, 1,HistP

′
�−1) and

PresHistV
′

� = SimHistV
′
(�, 1,HistV

′
�−1)),

but for each k ∈ {�+ 1, . . . i− 1}, we have:

PresHistP
′

k = SimHistP
′
(k, 1, P resHistP

′
k−1) and

PresHistV
′

k = SimHistV
′
(k, 1, P resHistV

′
k−1).

As defined above, D0 is a string of completely simulated
histories, while Di−1 is a string of actual histories. If any
poly-time algorithm can distinguish between D0 and Di−1

with greater than negligible probability, then there must be
some � for which the algorithm can distinguish D� and D�−1.
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This implies that, for some �, (SimHistP
′
(�, 1, HistP

′
�−1),

SimHistV
′
(�, 1, HistV

′
�−1)) is distinguishable from (HistP

′
� ,

HistV
′

� ). But this directly contradicts the fact that we have
T and Sa, simulators which can simulate the views of these
players in the one-round case when wd = 0. Thus, no such
distinguisher algorithm for D0 and Di−1 can exist.

Since the simulator S
(V ′)
t does not have an oracle for P ′,

we know that SimHist(V
′) cannot depend on P ′. From the

above lemma, we know that k rounds of Hist
(V ′)
k cannot

depend on P ′ either, when I > k. So, restricting I to be
a particular value i cannot impact the view of V ′ during
the first i − 1 or fewer rounds. Thus, the simulator Sa run
repeatedly with fresh randomness will generate a simulated
history that is independent of the view of P ′. Finally, then,
we consider the ith round, where simulator Sb is used. Since

for all V ′
1 , we know that the output of S

(V ′
1 )

b is statistically

indistinguishable from V iew1−rd
V ′
1

, we can then say that the

complete simulated history is independent of the view of P ′
t .

By showing that each of the five conditions of the defini-
tion is met, we have proved the theorem.

4. ANY STRONGLY SUBLIMINAL-FREE
PROTOCOL ACHIEVES GOALS

In this section, we observe that any protocol which meets
the definition of a strongly subliminal-free multi-round zero-
knowledge proof of knowledge does in fact achieve our stated
system goals. That is, any protocol meeting this definition
can be used as part of a biometric-based non-transferable
anonymous credential system.

4.1 Achieving The Authority’s Goal
Recall that the authority’s goal was that only authorized

individuals be allowed past checkpoint stations. Through
the following claims, we illustrate that this goal is met when
a strongly subliminal-free zero-knowledge proof of knowl-
edge is employed, assuming that the conditions enumerated
in Section 2.2 hold.

Lemma 3. Assume that the assumptions listed in Section
2.2 hold, and that an interactive proof A = (P,W,V ) which
meets Definition 2 is employed. Getting past an honest ver-
ifier requires a card with knowledge of the secret key, and
that card must contain biometrics matching the individual
interacting with the verifier.

Proof. All possible card-individual pairs (C, I) are par-
titioned into the following categories:

1. C is a legitimately issued card, and I is the individual
to whom it was issued.

2. C is a legitimately issued card, but I is not the indi-
vidual to whom it was issued.

3. C is not a legitimately issued card.

A pair in Category 1 represents an authorized user, and
any honest station should accept it. No pair that falls into
Category 2 will be accepted by an honest verifier, because
we assume that the biometric mismatch will cause the card
to fail. Therefore, the only pair we view as an attack in
our model is one which falls into Category 3. However, the

soundness condition of the definition ensures that, in order
for the verifier to accept it, a card must implicitly know the
secret key.

The lemma above demonstrated that knowledge of the
secret key is essential in order to pass a checkpoint. In order
for an adversary to forge a successful card, he must therefore
learn the secret key of the system. However, the lemma
below shows that he has only a small chance of doing so.

Lemma 4. Assume that the assumptions listed in Section
2.2 hold. Given an interactive proof A = (P,W,V ) which
meets Definition 2, an adversary cannot learn the secret key
k with probability better than guessing it.

Proof. From the hardness condition, we know that the
adversary cannot compute k from publicly available infor-
mation. Secondly, our physical assumptions ensure that no
information is leaked by a card when it is not engaged in the
protocol, even if the adversary maliciously tampers with the
card. So we turn our focus to what an adversary might learn
from posing as different players in the protocol, interacting
with legitimate players. From the zero-knowledge learned by
W condition, we know that an adversary acting as a warden
W ′ in an interaction with a legitimate prover P will gain no
knowledge other than that P knows the secret k. (This will
hold whether or not the adversary also acts as V ′ during
that interaction, as long as P is honest.) Therefore, engag-
ing in the protocol with legitimate provers will not allow an
adversary to learn any information about the secret.

Now, if it is intractable for an adversary to guess the secret
key, he cannot forge cards which appear legitimate to an
honest verifier. Therefore, the only individuals who are able
to get the verifier to accept must have legitimately issued
cards; that is, they are authorized users. We state this in
the theorem below, which follows directly from the the two
lemmas above.

Theorem 2. If the assumptions in Section 2.2 hold, and
a strongly subliminal zero-knowledge proof of knowledge is
employed, a non-authorized individual interacting with an
honest verifier will not pass the protocol.

4.2 Achieving The Users’ Goal
Now, we consider the user’s goal: privacy. Suppose that

one run of the protocol does not leak any information to the
verifier other than whether or not access should be granted.
Theorem 1 then tells us that at most �lg(t+ 1)� bits are
leaked to V ′ in t executions of one round of the protocol.
If the card is honest, completeness says that an honest sta-
tion will always accept. And furthermore, we show below
that when two users are accepted by verifiers in the multi-
round protocol, their protocol transcripts are indistinguish-
able. (In this case, the leaked bits are exactly the same in
both cases - they indicate that the users were accepted in
each of t rounds.) However, if the card ever stops cooperat-
ing, other bits are leaked. In this case, the warden (i.e., the
user through his PDA) will learn this fact immediately, and
know precisely which bits were transmitted.

Essentially, these leaked bits represent at which round in
the protocol the card decides to stop cooperating. These
�lg(t+ 1)� bits are in effect programmed into the card when
the authority issues it. However, note that the authority
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cannot alter these pre-programmed bits once the card is is-
sued, since the strong minimality property from [10] (which
is encompassed in our condition 5 above) prevents the prover
from learning any information from the verifier during the
protocol.

Furthermore, a user who wishes to alter the bits which will
be revealed by his card can simply run the protocol at home
(acting as both warden and verifier) some random number
of times between 1 and t. This randomizes the round in
which the card fails when actually interacting with a real
verifier. Thus, the verifier (or even a misbehaving adversary
controlling multiple verifiers) cannot distinguish one user
whose card has stopped cooperating from another whose
card has stopped cooperating, when only seeing transcripts
of the failing multi-round protocol executions.

Theorem 3. [Logs of multiple interactions with the same
failure patterns are indistinguishable.] Consider any possi-
ble PPT distinguisher D who runs in two stages D1 and D2.
In its first stage, D is given the set of all possible users U.
D will select two lists List0 and List1, each containing m
triples of the form (User, V erifier,Outcome). User repre-
sents a user from the set U, V erifier represents a particu-
lar verifier instance, and Outcome indicates whether a one-
round protocol interaction between that particular user and
verifier resulted in acceptance or rejection. The lists must
have the following additional properties. First, for each user
u, let Nu indicate the largest number of appearances u has
in the two lists. If u is ever part of a triple whose Outcome
is rejection, it must be in his Nuth appearance in both lists.
Next, if the kth triple in List0 is a triple containing the
Outcome rejection, then the kth triple in List1 is also a re-
jection triple (though it may contain a different user).

Then, let T0 be the ordered concatenation (i.e., “log”) of
m one-round interaction transcripts randomly generated ac-
cording to List0, and let T1 be a log of m one-round in-
teraction transcripts generated according to List1. (Note
that each user’s individual interaction includes one round
of protocol execution.) For a randomly selected secret bit b,
the probability that this distinguisher D in its second stage,
given Tb where all accept bits are 1, can output d = b cor-
rectly more than half the time is negligible.

Proof. We make use of a hybrid argument. We define
our hybrids for i = 0, . . . ,m as follows:

Di = Tr11, . . . , T r
1
i , T r

0
i+1, . . . , T r

0
m,

where Trk
j indicates the one-round transcript generated ac-

cording to the jth triple of Listk.
Assuming that some distinguisher D can successfully dis-

tinguish D0 from Dm with probability non-negligibly better
than guessing, it must be the case that D can distinguish at
least one pair of neighboring hybrids Di and Di+1 with non-
negligible probability. However, since the difference between
two neighboring hybrids is simply one transcript of the one-
round protocol, this amounts to D being able to distinguish
between either two one-round protocol transcripts of accept-
ing executions, or two one-round protocol transcripts of re-
jecting executions. However, by condition 5b of Definition 1,
we know that a single simulator can, for any (P ′, V ′)-pair,
produce views of V ′ which are indistinguishable from real
executions. This means that no matter which prover P ′ (i.e.
card) is used, the view of V ′ will look the same. Therefore,
no distinguisher D can tell apart two neighboring hybrids,
so we have a contradiction.

The above theorem demonstrates that any two histories
are unlinkable, and hence, if the same user visits verifiers
polynomially many times (running t rounds of the protocol
each time), those visits cannot be linked by the authority.
Even if the user’s card stops cooperating on her last visit,
this visit cannot be connected to any prior visit. Thus,
a user’s privacy is protected over multiple visits, and the
small number of bits that may be leaked on one visit (when
the card stops cooperating) can be randomized by the user
ahead of time, and become known to the user as soon as
they are released by the card.3

5. OUR PROTOCOL
In this section, we present a specific protocol for non-

transferable anonymous credentials, in the model described
in Section 2. To specify a protocol in this model, we describe
procedures for setup, card issuance, and credential display.

Setup. Given security parameters � and t (where t is poly-
nomial in �), the credential-issuing agency or authority ran-
domly selects a safe prime p of length � bits. (That is,
p = 2q + 1, for some large prime q.) The authority then se-
lects generators a and b = ak(k ∈r Z

∗
p−1) from Z∗

p . The au-
thority then makes the following information publicly avail-
able: p, a, b, and the security parameters.

Issuing Cards. A user who qualifies to hold a credential
(as determined by the authority) is issued a tamper-proof
smartcard during a particular time period j. During this
process, the user’s biometric information (e.g., his finger-
print or retina scan) is obtained and stored in the card’s
memory. This is the data which the biometric scanner on
the card will test against when the user tries to display his
credential. If there is not a match, the card will not engage
in the credential display protocol. Finally, the secret cre-
dential key k is loaded onto the card as well. Note that k
has the same value on all cards.

Displaying Credentials. Figure 1 gives a description of
our credential display subprotocol. This subprotocol is exe-
cuted in sequence with fresh randomness t times to consti-
tute the complete credential display protocol. In the com-
plete protocol, P and W work together to convince V that
P knows k such that b ≡ ak mod p.

5.1 Security of our Protocol
In order for our protocol to meet the definition of a strongly

subliminal-free zero-knowledge proof of knowledge, we as-
sume that solving the discrete logarithm problem in Z∗

p is
computationally intractable for all parties, for a safe prime
p of appropriately-chosen length. This is the well-known
discrete logarithm assumption. We are then able to show
that the one-round version of our protocol meets each of the
conditions to be a strongly subliminal-free zero-knowledge
proof of knowledge. The proof of the following theorem can
be found in the full version of this paper [26].

Theorem 4. Given the Discrete Logarithm Assumption,
the protocol described in Section 5 is a strongly subliminal-
free multi-round zero-knowledge proof of knowledge.

3Note that when a user detects that her card is behaving
dishonestly, she should not use the card again.
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Prover P Warden W Verifier V
Has : k, a, b, p Has : a, b, p Has : a, b, p

j
R← {1, . . . , p− 1}

y ← aj mod p
y ✲

j′ R← {1, . . . , p− 1}, w R← {−1, 1}
y′ ← ywaj′ mod p

y′ ✲

i′ R← {1,−1}
i′✛

i← i′w
i✛

z ← j + ik mod (p− 1)
z ✲

If az ≡ biy (mod p) then
{acc← 1, z′ ← zw + j′ mod (p− 1)}
else {acc← 0, z′ ← −1}

z′ ✲

If z′ �= −1 and az′ ≡ bi′y′ (mod p)
then accept else reject

Figure 1: One round of the basic credential display protocol.

From the above theorem and the discussion in Section 4,
we conclude that, when the assumptions described in Sec-
tion 2.2 and the Discrete Logarithm Assumption hold, the
protocol in Section 5 is a biometrically-enforced non-trans-
ferable anonymous credential system.

6. CREDENTIAL REVOCATION
When a credential-holder is no longer eligible to possess

that credential, the ability to revoke credentials efficiently
is needed. For example, in the case of an employee badge
credential, the user may be fired from the company. In addi-
tion, revocation is useful in cases of lost or stolen credentials.
This is the case because several of our assumptions in Sec-
tion 2.2 are slight over-simplifications. In reality, biometric
measurement functions are not one-to-one mappings; there
are some collisions. Also, tamper-resistant cards are not
completely tamper-proof; it is estimated that a handful of
experts in the world have the expertise to circumvent the
security properties of even the best tamper-resistant cards.
For this reason, when a card is stolen, it is best to revoke
the credential contained inside; that is, make the card itself
worthless. We now revise our basic model to allow this type
of credential revocation.

In terms of goals, the only difference in the revised model
is that the authority needs dynamic control over authoriza-
tion. Note that in the basic model, the authority could add
users at any time. However, in the revised model, he will
also be able to revoke existing members’ credentials. We
allow him to do this at the beginning of each time period.

As part of the specification of the protocol, the time period
length will be determined and made known.

Next, we turn our attention to the types of attacks allowed
in this model, define what it means for an adversary to break
the security of a system.
Attacks against the authority’s goal. Again, we as-
sume an attacker controls a group of individuals, each with
biometric data. Time begins at the first time period (i.e., j
is set to 1). The attacker can perform four types of steps:

• Request to advance the current time period j to j+1.

• Request to have a credential issued to an individual
group member in the current time period.

• In the current time period, initialize an interaction be-
tween a verifier and any individual controlled by the
attacker using a card the attacker currently possesses.
During the protocol, the attacker may repeatedly send
a message to either the card or the verifier and get a
response.

• In the current time period, send a message to any ob-
server (card) which the attacker possesses and get a
response.

We allow an attacker to repeat these steps, in any order,
some number of times polynomial in the length of some se-
curity parameter �, and say he succeeds if an honest verifier,
during time period j, accepts an individual who was not
authorized during time period j.
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Attacks against the users’ goal. The attacks we allow
against user privacy in the extended model are very similar
to attacks against the users’ goal in the basic model. We
assume an attacker controls a group of verifiers, as well as
the card-issuing center (and hence all cards). Again, time
begins with j = 1. The attacker can perform three types of
steps:

• Advance the current time period j to j + 1.

• When a user requests a card from the card-issuing cen-
ter, the attacker will give her a card of his choosing,
which may or may not follow the specified protocol.

• When a user sends a message to a verifier, the attacker
generates the response.

We allow an attacker to repeat these steps, in any order,
some number of times polynomial in the length of security
parameter �. We say the attacker succeeds if a particular
user’s actions can be identified in any way. Specifically, we
allow an attacker to provide two lists of m users, as in the
basic model, but the lists must also include time period in-
formation. The attacker succeeds if, at no point during the
attack does a user detect he is being monitored, and, at the
end of the attack, the attacker can identify (with probability
better than guessing) from which of the two lists of users a
particular m-transcript log was generated.

To achieve these goals, we will use a variation of a strongly
subliminal-free zero-knowledge proof of knowledge. Infor-
mally, the change to the definition will allow the authority
to communicate some fixed number of bits to each prover at
each change of time period. However, the protocol should
retain the property of strong minimality during each indi-
vidual time period – that is, no verifier should be able to
send information to any prover during a particular time pe-
riod. We leave the formalization of this definition for future
work.

7. INCORPORATING REVOCATION
Below, we revise the protocol presented in Section 5 to

give the authority the ability to revoke credentials. We use
a mechanism described in [31, 3] to distribute a common
key and unique individual keys to a group via a single mes-
sage. The mechanism allows for the exclusion of up to a
fixed number of users. That is, although the excluded users
receive the public update message, they are unable to re-
cover any useful information from it. Security follows from
the security of our basic protocol, and from [31, 3].

Setup. The setup protocol involves the same steps as dis-
cussed in Section 5, with the following additions. The au-
thority selects an integer N , which is larger than the total
number of users to whom credentials will be issued during
the lifetime of the system. The authority adds N to the list
of information he makes public. Finally, given a second secu-
rity parameter t, the authority selects two random bivariate
polynomials r1(x, y) = a0,0 + a1,0x + a0,1y + . . . + at,tx

tyt,
and s1(x, y) = b0,0 + b1,0x+ b0,1y + . . .+ bt,tx

tyt, which he
keeps secret.

Issuing Cards. To issue a card, the authority follows the
steps described in Section 5, with the following additions.

During the time a card is issued, each user is assigned a
unique integer index from the set {1, 2, . . . , N − 1}, known
as his user index.4 The authority will store the user’s index
i along with his name and/or other identifying information,
to make credential revocation possible in the future.

The user’s whose card is issued during time period j will
have the unique personal key (rj(i, i), sj(i, i)) loaded onto
his card when it is issued, along with the values N and
i. Finally, for that same system time period j, there is a
corresponding secret credential key, kj . The same credential
key kj is loaded onto each card issued during time period j,
but no two cards will share the same user index or personal
key value.

Displaying Credentials. The protocol for credential dis-
play is nearly identical to the one described in Section 5.
The only change is that, during time period j, the creden-
tial key k in the original protocol will be replaced by kj , the
key for time period j.

Updating User Credentials. When the authority wishes
to update the set of users who possess valid credentials in
the system, he will make a single update message public.
(This is strongly preferred to communicating individually
with each user.) To protect user anonymity, it is crucial that
all users receive identical update information. (Otherwise,
the authority could give some users a different credential
key, and the stations could potentially track the movements
of these particular users.) To ensure that every user re-
ceives the same update message, the authority will date the
message, then enlist a trusted third party to sign it. For ex-
ample, a privacy rights organization could be asked to serve
as the system’s “notary”, and be trusted to sign only one
update message per time period.

So that the authority can revoke particular users via one
update message, the update makes use of user’s distinct per-
sonal keys, rather than the common credential key. The
update technique we use comes from [31, 3], which in turn
was a generalization of [29]. The update message, combined
with a user’s personal key, allows the card to learn one new
credential key, which is common to all non-revoked users, as
well as that user’s own new personal key.

To prepare for the update at the beginning of session j,
the authority will select a new secret credential key kj and
two new random polynomials rj+1 and sj+1. The authority
then creates a set Wj = {w1, w2, . . . , wt} which contains
t distinct indices representing the users whose credentials
are to be revoked. If fewer than t credentials are to be
revoked, the remaining slots of Wj are filled up with indices
not assigned to any user, none of which may be equal to the
integer N selected during setup.

The update message at the beginning of time j will be
structured as follows:

{wm, sj(wm, y), rj(wm, y)}m=1,2,...,t

rj(N, y) + kj

rj+1(y, y) + sj(N, y)(1 + y)t, sj+1(y, y) + sj(N, y)(1 + y)t

Note that the first portion of the message contains t sets

4Alternatively, we could call this value the card index. We
do not make a distinction between the two, since biometric
techniques ensure that, with very high probability, only a
card’s authorized user can activate it.
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of indices and two univariate polynomials in y (since the x
variable was evaluated at those indices). The second part of
the message contains a single univariate polynomial, while
the last part contains two univariate polynomials in y. As
mentioned above, the message will include the current time
period number, and then be signed by a trusted privacy
activist group.

The individual credential update procedure is as follows.
The card corresponding to index i �∈ Wj will, upon receiving
the posted message, and verifying its date and the signature
of the privacy activist group:

1) For each m ∈ {1, 2, . . . , t}, evaluate rj(wm, y) and
sj(wm, y) at y = i, giving t pairs (wm, rj(wm, i)) and
(wm, sj(wm, i)).

2) Using personal secret (rj(i, i), sj(i, i)) and t pairs above,
interpolate to give polynomials rj(x, i) and sj(x, i).

3) Evaluate rj(x, i) and sj(x, i) at x = N .
4) Evaluate rj(N, y) + kj at y = i to give rj(N, i) + kj .
5) Subtract rj(N, i) from rj(N, i) + kj , to give new

credential key kj .
6) Evaluate rj+1(y, y) + sj(N, y)(1 + yt) and

sj+1(y, y) + sj(N, y)(1 + yt) at y = i, giving
rj+1(i, i) + sj(N, i)(1 + yt) and
sj+1(i, i) + sj(N, i)(1 + yt).

7) Compute rj(N, i)(1 + yt) and sj(N, i)(1 + yt), and
subtract them from rj+1(i, i) + sj(N, i)(1 + yt) and
sj+1(i, i) + sj(N, i)(1 + yt), respectively,
giving new personal key (rj+1(i, i), sj+1(i, i)).

8) Store kj and rj+1(i, i), sj+1(i, i).

Note that, as shown in [31, 3], for any card corresponding
to index i ∈Wj , the card does not learn t+1 distinct points
on polynomial sj+1(x, x). Thus, the value of the polynomial
sj+1 at any point other than the ones made public in the
broadcast is still equally likely to be any value in Fq. This
means that the key value kj is also equally likely to be any
value in Fq .

8. CONCLUSIONS AND FUTURE WORK
In this work, we formalized a model for basic anonymous

credentials with biometric authentication, and defined the
notion of strongly subliminal-free zero-knowledge proofs of
knowledge, which can be used to achieve the goals of this
model. Additionally, we sketched a model for anonymous
credentials with biometric authentication that allows cre-
dentials to be revoked. We also presented a particular pro-
tocol in the basic model, and extended it to the revocable
credential setting. This is the first protocol to allow the
capability of revocable credentials in the model with strong
non-transferability guaranteed via biometric authentication.
However, there are admittedly some weaknesses in our pro-
tocol, which we would like to address in the future. We
elaborate below.

First, the security of our protocol relies heavily on the
tamper-resistance assumption – if one card is broken, an at-
tacker can mint his own credentials until the broken card is
revoked. As such, we would like to integrate an electronic
cash-like mechanism into our credentials, which would de-
tect “double spending” if the tamper-resistance of a card
was broken and the card’s secret was over-used relative to
a legitimate user, so the credential could be immediately
revoked. Additionally, the assumption that a prover and

warden are unable to communicate with the outside world
during the credential display protocol may be expensive to
realize in practice. This needs further study.

Second, our system, unlike others, is not pseudonym-based,
meaning that a user cannot display his credential from one
authority, and anonymously receive a credential based on it
from another authority in which would be both non-trans-
ferable and unlinkable.

More generally, in the interest of exploring the range of
possible credential schemes, we propose the following items
as future work. We would like to give more attention to
credential revocation in our model. Definitions should be
explicitly stated, and formal security proofs given for our
particular protocol. Furthermore, the following modifica-
tions to the protocol could make it more flexible (although
would not allow users to have the same level of privacy). We
might modify our extended protocol so that, when a user’s
credential is revoked via a broadcast message, he is not im-
mediately aware of it. In a national security application, for
example, this would allow a revoked user to be captured by
authorities upon attempting to display his credential.

A second modification to our protocol would allow the
revocation of anonymity without credential revocation at
any time. Of course, this also contradicts our original goal
of complete user anonymity. To restrict the power of the
credential granter somewhat, we would like to explore ways
in which the credentials of only a limited number of users
could be flagged so that they would no longer be anonymous,
but the anonymity of all other users would remain intact.
The users on this watch list would not be aware that the
authority could track them. Furthermore, in the interest of
protecting privacy at least to some degree, the law could
require that no citizen could be placed on this watch list
without a court order (in the same way phone wiretap lists
are regulated).

The protocol extensions mentioned above will require a
revision of our formal model, before we can complete the
protocol modifications. In addition to these extensions to
the model and protocol, we are in the process of implement-
ing our work, which we would like to include prototypes of
the appropriate secure hardware. Finally, we hope to ad-
dress space and time efficiency issues, to make the protocol
as practical as possible.
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